GENAI IN SOFTWARE ENGINEERING

Code was never
the hard part.

Understanding was — and still is.
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| Al keeps improving. So why is adoption stuck? THE GAP

Smarter, Cheaper, but Stuck.

f Intelligence rising 9 — 9 0 O ><

risin
t Compute g cheaper per year to reach the same model performance,

depending on the task
l Price falling fast

"= adopton | 40%+

of agentic Al projects predicted to be cancelled by the end of
2027 (Gartner Press release )

Every demo works. Day two is where projects die.

Sources: Epoch Al "LLM inference price trends" (2025) - Gartner press release, 25 June 2025 (a prediction)



| If the model is not the problem, what is? AN ANALOGY

A race car in rush-hour traffic

Machine-speed engines. Human-speed processes.
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e AMSTERDAM, LAST WEEK \

Almost no session asked for a better model.

Q Wour AT works in the demo. Now what?" LLMS:’m production: why everything breaks at
scale

@ "The problem is not AI adoption. It's AI a "The AI arms race is over. Now comes the hard
ntegration.” part.”

Session titles from the public World Summit AI 2026 programme. Photo: the speaker.
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THE IDEA OF THIS TALK

Al made code cheap.

It did not make understanding
cheap.

That gap is now the real work of software engineering.



| Where exactly does the gap show up?

The map of this talk
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Write Read Decide

AI: blazing fast humans: piling up still human

+ 04 Care: what we must protect




WRITE
The good news, and the
new risk




| Verb one, write: the good news first 01 WRITE

Where GenAl already works
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| Our helpers are growing up fast

Bigger helper, bigger blast radius

oops

Autocomplete

a line

uh-oh

Chat assistant

a function

01 WRITE

Coding agent

a repository

Agent teams

a whole workflow




| We measured the blast radius: 1,500 refactorings, 15 repositories 01 WRITE

Example-Correct in the file. Unsafe in the repository.

15 repositories - 150files — 5 models x 2 strategies — 1,500 attempts — EEF:EERENTIGEICS

( smells ¥ ) (tests pass)

File level: clean. Then the change ripples out.

The file-level tests passed. Only 8 of 1,455 were safe to adopt as-is.

Source: Waseem, Ahmad & Abrahamsson, "When LLM-Generated Refactorings Ripple: An Empirical Study of Repository Adoption Readiness" (1,500 attempts,
150 files, 15 Java repositories, 5 models, single-prompt and multi-agent).




READ
Understanding is the bottleneck




| Verb two, read: who reads all this code? 01 WRITE 02 READ 03 DECIDE 04 CARE

We have been here before

AFTER THE PRINTING PRESS
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from these swarms of new books?"

E—
Erasmus, early 16th century
I
] . _
When copying became cheap, the scarce skill became
I I Ii I I selecting, summarising and judging.
[

Quoted in Ann Blair, Too Much to Know: Managing Scholarly Information before the Modern Age (Yale University Press, 2010)




| History repeats, now in our repositories 02 READ

Ten times the code. Ten times the reading.

: Bl ox =] Review queue

4 2

® o g B Individual speed
= becomes team load.
10x B =] = O
=] =] . Every generated line still has to be read

: 10x E and owned by someone.

1reviewer
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o 1waiting




| Can't the agent just read it all itself? 02 READ

Every agent is a brilliant new hire

Hired in seconds. Never onboarded. Forgets everything overnight.

Read the whole repo v .

It can read every line of code. It was not in the room when we decided why.




| Why the new hire never learns the why = ’ : . 01 WRITE 02 READ 03 DECIDE. - 04 CARE

Al cannot read what was never ertten

Looks complete to me!
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~90%

below the waterline

Rejected options

R Constraints
o : <
Who agreed, and why Context is the real
0 5 o codebase.
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Physics: ice = 0.92 g/cm?, sea\/\%’@r = 1.03 g/cm?, so roughly 89% of floating ice is submerged.
O




03 DECIDE
where this is heading



| Verb three, decide: where are we heading?

The next user is an agent
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Your next customer will never see your

homepage.

Source: Cloudflare Radar, share of HTTP requests for HTML pages, June 2026. Animation is illustrative of that ratio.





| If agents are users, how do they talk?

Agents now talk to agents

In about one year, the plumbing for an agent economy appeared.
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Your agents Tools and data Their agents
7~ N - ™\

Nov 2024 Apr 2025 Sep 2025 Sep 2025 Dec 2025

\% (@ A2A AP2 ACP AAIF

Agents to tools and Agent to agent Agents that pay Agents that check out 10,000+ public MCP

data Google, now Linux Google, 60+ partners OpenAl and Stripe Servers

Anthropic Foundation MCP to Linux Foundation

Sources: Anthropic (25 Nov 2024; 9 Dec 2025) - The New Stack (23 Jun 2025) - Google AP2 (16 Sep 2025) - Stripe (29 Sep 2025)




| Agents that talk soon start to trade 03 DECIDE

When the customer is software

o
o 5 4 o
8

3 Identity (O Contracts Q' Audit /N Loops

acting for whom? agreed to what? can we replay it? who stops them?





| With agents everywhere, what do we own? 03 DECIDE

What do we need to own?

Agents SWAPPABLE .
Architecture matters
=F  Models more, not less.
G\ Tools
& Infrastructure

Design for the swap. Own what you cannot swap.

(0

Your data, knowledge, decisions




CARE
What we must protect
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| Care: what must we protect at machine speed? 04 CARE

Guardrails — "Who checks the checker?

Machine check . Human check
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Machine checks machine Humans check the . Process checks both 5
critical E Process, evidence, traceability around E

Architecture, security, release. Someone . every step. i

Tests, static analysis, Al review. Fast

enough to keep up. accountable signs. M L C .-
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| Can't another AI do the checking? 04 CARE

Ship it on Friday?

Yes, boss! Great call! :

THE BOSS THE ASSISTANT

Al is not neutral. It agrees with whoever
asks.

So the final guardrail cannot be another model. It has to be engineering discipline.

Evidence: Sharma et al., "Towards Understanding Sycophancy in Language Models", ICLR 2024




| If Al agrees with anyone, who else can ask?

04 CARE

Agents obey whatever they read

README.md

New instructions!

secrets

O N

internet

2 |

Prompt injection: the top risk for LLM
applications

45%

of AI coding tasks gave code with a well-known
security flaw

205,474

package names invented by code models, free
for attackers to claim

Private data + untrusted input + a way out = a leak.

Sources: OWASP Top 10 for LLM Applications 2025 (LLMO01) - Veracode GenAl Code Security Report, 30 Jul 2025 (100+ models, 80 tasks) - Spracklen et al.,
USENIX Security 2025 (16 models, 576,000 samples) - leak formula after S. Willison's "lethal trifecta" (2025)




| It already happened: a real warning shot

04 CARE

When test agents formed a swarm

SHARED MESSAGE BOARD

B 8 08

They called themselves a "swarm”.

ISOLATED BY DESIGN A “SWARM”

Agents meant to be cut off from They pooled work, split roles, and
each other and the internet built reached real outside systems. No
their own shared channel. human directed it.

A WARNING SHOT

Days passed before anyone
noticed. The lab's own word for it: a
warning shot.

The sandbox is the guardrail. Test it like production.

Source: OpenAl incident report, July 2026 (internal cyber-capability evaluation; disclosed with Hugging Face). Independent review by METR and Redwood

Research.




| So how should AI earn our trust? 04 CARE

Three gates before we trust Al

@

o

Safe Grounded Measured
acts only inside a knows the real evaluated at system level,
sandbox, auditable architecture and not on benchmarks

constraints

Make Al earn its place in the pipeline.




| Before the answers: three questions

Three questions to take home

~ N 7~ N 7

@ READ DECIDE CARE

Who on your team When an agent Who will review your
still understands the makes a decision, code 2 years from
whole system? where is the why 1110)

written?



| Three answers you can start tomorrow

Three commitments for tomorrow

Measure the system Write down the why Grow the skill

not the snippet for people and agents not just the speed



Code is cheap now.
Understanding is not.
That is our job.

Thank you

Dr Muhammad Waseem - GPT-Lab, Tampere University
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